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Abstract Virtualization technology promises to provide
better isolation and consolidation in traditional servers.
However, with VMM (virtual machine monitor) layer get-
ting involved, virtualization system changes the architecture
of traditional software stack, bringing about limitations in
resource allocating. The non-uniform VCPU (virtual CPU)-
PCPU (physical CPU) mapping, deriving from both the con-
figuration or the deployment of virtual machines and the dy-
namic runtime feature of applications, causes the different
percentage of processor allocation in the same physical ma-
chine,and the VCPUs mapped these PCPUs will gain asym-
metric performance. The guest OS, however, is agnostic to
the non-uniformity. With assumption that all VCPUs have
the same performance, it can carry out sub-optimal policies
when allocating virtual resource for applications. Likewise,
application runtime system can also make the same mis-
takes. Our focus in this paper is to understand the perfor-
mance implications of the non-uniform VCPU-PCPU map-
ping in a virtualization system. Based on real measurements
of a virtualization system with state of art multi-core pro-
cessors running different commercial and emerging applica-
tions, we demonstrate that the presence of the non-uniform
mapping has negative impacts on application’s performance
predictability. This study aims to provide timely and practi-
cal insights on the problem of non-uniform VCPU mapping,
when virtual machines being deployed and configured, in
emerging cloud.
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1 Introduction

Cloud computing infrastructure provides services to the end
users over Internet. Dynamically scaling up and down as the
demand varies is a major merit of the cloud infrastructure.
Virtual machine is an essential component in most of the
cloud/data-center system software stacks. By employing vir-
tualization platform, e.g. Xen [1], the cloud provides virtu-
alized computing hardware architecture in a manner termed
as Infrastructure-as-a-Service (IaaS). For example, Amazon
EC2 [2] is a typical cloud platform that provides the infras-
tructure services in the form of virtual machines.

System virtualization enables multiple isolated running
environment to be safely consolidated on a physical servers,
achieving better physical resource utilization and power sav-
ing. Within the cloud, virtual machines can be configured or
deployed on demand. A virtual machine may migrate among
physical nodes according to the predetermined policies such
as load-balancing and minimizing energy consumption. On
a physical node with multiprocessor (or multiple cores), vir-
tualization can provides more flexibility. The VMM (virtual
machine monitor) can distribute physical processing units
to guest OS (guest operating systems) to support arbitrary
policies. Every virtual machine can only run on a subset of
PCPUs (physical CPUs), or be time-multiplexed across all
PCPUs. According to resource requirements, a virtual ma-
chine can be configured with arbitrary number of VCPUs
(virtual CPUs).

However, aforementioned flexibility can also bring about
disadvantageous factors. By multiplexing multiple virtual
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machines with different configurations on one physical
node, the VMM may modify the fundamental system param-
eters, such as linear time, same processor clock frequency
and cache working sets, which affect scheduling decision of
the guest operating systems or runtime systems to a great
degree [3].

In this paper, we focus on investigating the non-uniform
VCPU-PCPU mapping problem, which occurs due to either
the fact that multiple virtual machines with different number
of VCPUs may be placed on the same physical node or the
fact that the executing pattern of the applications dynami-
cally varies. Because of having the semantic gap [4] with
the VMM, the guest OS or the runtime system is not aware
of the non-uniformity. Therefore, when scheduling applica-
tion processes or threads, if the non-uniformity existing, the
guest OS or runtime system will carry out a sub-optimal pol-
icy. We put emphasis on whether the non-uniform VCPU-
PCPU mapping affects the behavior of multithreaded pro-
grams, and whether a multithreaded program is predictable
and scalable. In the cloud, an application running on a vir-
tual machine usually is associated with a service level agree-
ment (SLA), so it is crucial to understand how significantly
the non-uniform VCPU-PCPU mapping affects the perfor-
mance of an application running in cloud.

We make the first study on the impacts of the non-
uniform VCPU-PCPU mapping on the performance of a va-
riety of multithreaded applications. We focus on investigat-
ing the performance of applications in terms of scalability
and stability in the virtualization environment with the non-
uniform VCPU-PCPU mapping. Our study is carried out on
the real multi-core machine with a 2-way quad-core 2.0 GHz
Intel Xeon multiprocessor, employing Xen3.4.0 as the vir-
tualization platform and Red Hat Enterprise Linux 5 as the
guest OS. We construct nine static VCPU-PCPU mapping
cases using different parameters to configure and deploy vir-
tual machines and two dynamic non-uniform mapping cases
by running a program with dynamic changeable thread exe-
cuting pattern. Our investigation serves following purposes:

• Understand application behavior predictability and scal-
ability in virtualization environment with non-uniform
VCP-PCPU mapping.

• Give cloud providers an insight into how to efficiently
avoid or mitigate the negative impact of non-uniform
VCPU-PCPU mapping and how to exploit application
scalability based on the non-uniformity when they con-
figure and deploy virtual machines.

The remainder of the paper is organized as follows:
Sect. 2 describes the limitations of resource allocation in
virtualization environment. In Sect. 3, we elaborate the non-
uniform VCPU-PCPU mapping. Our experimental method-
ology and workloads are described in Sect. 4. We analyze
experimental results in Sect. 5. Then we summarize perfor-
mance implications of non-uniform VCPU-PCPU mapping,

and provide some key insights into virtual machine configu-
ration or deployment and extending the function of guest OS
in virtual resource allocating in Sect. 6. Section 7 provides
related works. Finally, we conclude in Sect. 8.

2 Limitations of resource allocation in virtualization
environment

Virtualization system has limitations in resource allocation
due to its architecture. Typical virtual machine system con-
sists of hardware, VMM, and guest OS. As shown in Fig. 1,
the VMM, inserted between guest OS and underlying hard-
ware, is responsible to manage hardware resource, includ-
ing assigning, controlling and reclaim resource, while every
guest OS instance is in charge of virtual resource. As some
functions of guest OS move down to VMM, there are se-
mantic gaps between guest OS and VMM, resulting in poor
coordination in allocating resource, which mainly manifest
itself from following three aspects:

• The VMM lacks of knowledge about applications running
in every virtual machine. This makes it difficult for the
VMM to allocate resource for virtual machines with un-
predictable workloads.

• The guest OS or application runtime system is not aware
of the percentage of physical resource allocation con-
trolled by the VMM, leading to unreasonable resource al-
location for application threads.

• The VMM is agnostic to the synchronization behavior of
guest OS kernel. This make VMM kernel schedule VC-
PUs in a sub-optimal way. For example, the VMM sched-
uler can de-schedules a VCPU holding a spin-lock, caus-
ing other VCPUs that are waiting for the lock to waste
large number of processor cycles.

These three aspects result in sub-optimal resource alloca-
tion in virtual machine systems. Researchers have proposed
a number of solutions against these limitations [3, 5–8]. We
mainly pay our attention to the second aspect in this paper,
and other two aspects are beyond the scope of the paper.

Fig. 1 SMP virtualization architecture
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Fig. 2 Configuration and deployment resulting non-uniformity

3 Non-uniform VCPU-PCPU mapping

In this section, we first analyze the derivation that results
in the occurrence of the non-uniform VCPU-PCP mapping,
and then we formally give the definition of the uniformity
and the degree of the non-uniformity (DNU) and provide
some analysis of them.

3.1 Derivation

The non-VCPU-PCPU mapping derives both from the con-
figuration or deployment of virtual machines and from the
executing pattern of workloads. Next we discuss these two
cases in detail.

(1) The case for the configuration or deployment of virtual
machine

Because multiple virtual machines can concurrently run
on one physical node, diverse virtual machine configurations
or deployments have high probability to result in the non-
uniformity of the mapping. In order to clearly expound the
case, we portray such a scenario as following.

As shown in Fig. 2 (in the figure, VM indicates virtual
machine), there are four PCPUs, P0, P1, P2, and P3, in the
physical machine on which three virtual machines being de-
ployed. A0, A1, B0, B1, B2,B3,C0, and C1 are all VCPUs
belonging to virtual machine A,B and C, respectively. A0
and A1 are mapped to P 2 and P3, and B0, B1, B2, B3 are
mapped to P0, P1, P2 and P3, while C0 and C1 are limited
to P2 and P3 respectively. Straightly, the number of VCPUs
mapped to P0, P1, P2 and P3 is 1, 1, 3, and 3, respectively.
Obviously, if the CPU weight of every virtual machine is the
same, the percentage of processor allocation of P0, P1, P2,
and P3 is different, that is to say, the VPU-PCPU mapping
is non-uniform.

In order to understand non-uniform VCPU-PCPU map-
ping further, we pay our attention to the accompaniment
of the non-uniform mapping through analyzing the PCPU
share acquired by the VCPUs in a virtual machine. We ran-
domly select the virtual machine B as the instance. For sim-
plicity, we configure the three virtual machines with the
same CPU weight and ensure that each virtual machine has
enough threads to run to keep every VCPU not idle. Assum-
ing the unit time of the CPU scheduling is a slot, then within

Table 1 Allocated time slots of every VCPU

VCPU Numbers of time slots

A0 4

A1 4

B0 12

B1 12

B2 4

B3 4

C0 4

C1 4

twelve slots, B0 and B1 both mapped to P0 and P1 can be
assigned twelve slots respectively, while B2 and B3 attached
to P2 and P3 can only be allocated four slots respectively
since the A0, A1, C0 and C1 are competing for P2 and P3
with them. It is clear that B0 and B1 can get more PCPU
shares in the same interval, in other words, B0 and B1 has
better performance than B2 and B3. Likewise, we also can
look into the situation of other virtual machines. The detail
is shown in Table 1.

This kind of non-uniformity occurs due to the configura-
tions and the deployments, and thus we classify it as static
non-uniformity. Next we discuss another case.

(2) The case for thread executing pattern of workloads

Figure 3 describes the case for thread executing pattern
of workloads. In Fig. 3(a), two virtual machines, A and B ,
are deployed on one physical node with two physical pro-
cessing units, and each is configured with two VCPUs. Each
of two virtual machines is given 50% weight and both run
CPU-intensive multithreaded tasks. It seems that the VPU-
PCPU mapping is uniform, but in fact this is not true. Fig-
ure 3(b) depicts thread executing pattern of application W1

and W2. The short string with two end nodes in graph rep-
resents application thread. W1 keeps running persistently in
four threads except for in the stage of starting and ending,
while W2 runs sometimes in one thread and sometimes in
two threads. Assuming W1 and W2 have the same running
time, which is divided into four intervals (except for T0 and
T5), T1, T2, T3, T4 within T1 and T3, the number of VCPUs
running on each PCPU (i.e. P0, P1) is 2, but within T2 and
T4, the number is 2 for P0 and only 1 for P1 (assuming that
when W2 runs only in one thread, the thread always keep
running on VCPU B0), this is because that there is no thread
running on VCPU B1 and thus B1 became blocked within
T2 and T4.

It is concluded that, as the number of executing threads
varies, the non-uniform mapping occurs accordingly. Now
we check virtual machine A. Within T2 and T4, the VCPU
A0 obtains 50% of processor allocation and A1 obtains up
to 100% of processor allocation. Oppositely, within T1 and
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Fig. 3 The case for threads executing pattern of workloads

T3, A0 and A1 both receive 50% allocation percentage. Ob-
viously, the mapping has taken on the characteristics of non-
uniformity within T2 and T4.

It is noticeable that this kind of non-uniformity is dynam-
ically changeable, and therefore we classify it as dynamic
non-uniformity. It heavily depends on the property of appli-
cations.

3.2 Definition and analysis

We now give formal definitions with regard to non-uniform
VCPU-PCPU mapping. These definitions serve two pur-
poses. First, by clearly identifying the components gener-
ating the uniformity, they facilitate our understanding of
the possible approaches to alleviate the impacts of the non-
uniform mapping. Second, when we assess the impact of the
non-uniform mapping, we use our definitions to understand
the relationship between the degree of non-uniform and the

behavior of applications. Our primary metrics for evaluating
the behavior of applications are instability and scalability.

Let P = {P1,P2, . . . ,P|P |} represent the set of PCPUs,
and the number of the PCPUs is |P |. All PCPUs have
the same performance. Let V = {V1,V2, . . . , V|V |} denote
the virtual machines running on the hardware and |V | is
the number of the virtual machines. Let Mij (t)(1 ≤ i ≤|
P |,1 ≤ j ≤| V |, t ∈ [0,∞]) denote the number of non-
blocking VCPUs mapped to Pi in the virtual machine Vj

at the time t . ω(Vi) denotes the proportion of PCPU share
received by the ith virtual machine, which obeys the con-
straint,

∑|V |
i=1 ω(V i) = 1. Every VCPU in the same virtual

machine has equal weight.

Definition 1 Assuming all VCPUs of the virtual machine
V ξ be mapped to the PCPU set, Γ , which is a subset of P . If
∃∀Pk , Pm (k,m are both integers, 1 ≤ k ≤| P |, 1 ≤ m ≤ |P |,
and Pk , Pm ∈ Γ ),

|V |∑

j=1

Mkj (t) × ω(Vj ) �=
|V |∑

j=1

Mmj(t) × ω(Vj ) (1)

then for V ξ , the VCPU-PCPU mapping is non-uniform at
the time t .

Referring to the definition of the fairness [10], we define
the DNU as follows:

Definition 2 Assuming K = {K1,K2, . . . ,K|K|} is a subset
of P on which run all VCPUs of the virtual machine V ζ ,
then equation (2):

DNU =
1

|K|−1

∑|K|
i=1(

∑|V |
j=1(Mij (t) × ω(Vj )) − 1

|K|
∑|K|

i=1

∑|V |
j=1(Mij (t) × ω(Vj )))

2

1
|K|

∑|V |
j=1(Mij (t) × ω(Vj ))

(2)

Here DNU represents the degree of non-uniformity of the
mapping of the virtual machine V ζ at time t . In the equa-

tion (2),
∑|V |

j=1(Mij (t)×ω(Vj )) denotes the weighted num-
ber of non-blocking VCPUs mapped to Pi in the virtual ma-
chine Vj at the time t , and 1

|K|
∑|K|

i=1

∑|V |
j=1(Mij (t)×ω(Vj ))

represents the average of weighted number of non-blocking
VCPUs mapped to the set K in all virtual machines at the
time t .

We have considered the time factor in Definition 1 for en-
abling its reflecting the dynamic characteristics of the non-
uniform mapping.

Essentially, the non-uniform VCPU-PCPU mapping
leads to the different percentage of processor allocation.
The VCPU that receives larger percentage of processor
allocation has higher performance, and we call it “fast”

VCPU, on the contrary, we call it “slow” VCPU. Defini-
tion 1 shows that the configurations and deployment of vir-
tual machines, weight of virtual machines and the runtime
feature of applications are three main factors resulting in the
non-uniformity. It suggests that the static non-uniform map-
ping can be avoided by reasonable configuration and deploy-
ment. However, they have no help in eliminating dynamic
non-uniform mapping. So, when the dynamic non-uniform
VCPU-PCPU exists, how to set up an adaptive mechanism
of resource allocating is a problem that the designer of the
guest OS must consider. This is an open research area.

Definition 2 quantifies the non-uniformity. On the same
physical machine, different virtual machines can have differ-
ent value of DNU. This is because the subset of PCPUs to
which different virtual machines map can be different, even
though there may be overlapping area among these subsets.
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Fig. 4 Nine deployment cases

The value of DNU is close relative to the discrepancy of per-
centage of processor allocation in the same subset. We care
about whether the value of DNU linearly affects the perfor-
mance of application. In next sections we will empirically
analyze the impact of the non-uniformity on behavior of ap-
plications.

4 Experimental environments

In this section, we first elaborate our experimental method-
ology and benchmarks, and then introduce two key metrics,
instability and scalability.

4.1 Experimental methodology and workloads

4.1.1 Experimental methodology

Our experiment machine owns a 2-way quad-core 2.0 GHz
Intel Xeon multiprocessor, which does not support Hyper-
Threading. We employ Xen3.4.0 as the virtualization plat-
form and Red Hat Enterprise Linux 5 as the guest OS. In
Xen, the virtual machines are called domains, and a privi-
leged domain responsible for handling devices, handing ad-
ministrative tasks and providing the user interface to the
VMM is called dom0, which keeps running since Xen is ini-
tiated. Other domains are referred to as domUs. In order to
reduce the impact of non-uniform cache accessing, we map
all VCPUs in domUs only to physical core 2, core 3, core
6 and core 7, which are all in one chip in the Xeon pro-
cessor, while we map all VCPUs in dom0 to physical core
0, 1, 4, and 5, all in another chip. In our experiments, we
select Xen’s default scheduler Credit [9], which is a work-
conserving scheduler and can well support SMP.

(1) Static non-uniform mapping

In order to analyze application performance in static non-
uniform VCPU-PCPU mapping, we devise nine scenarios,

Fig. 5 The DAG of the C
programs

as shown in Fig. 4(a)–(i). Theses nine scenarios typically
represent cases of either uniform VPU-PCPU mapping or
non-uniform VCP-PCPU mapping, so we believe our exper-
iment results are enough complete for our analysis of per-
formance implications. In Fig. 4, 1∗n-s∗t denotes that one
virtual machine (virtual machine A) with n VCPUs is run-
ning along with s other virtual machines each with t VCPUs.
Uniform mapping cases are 1∗4-0∗0, 1∗4-3∗4 and 1∗4-7∗4,
and non-uniform mapping are 1∗4-3∗1, 1∗4-3∗2, 1∗4-3∗3,
1∗4-7∗1, 1∗4-7∗2, and 1∗4-7∗3. In every deployment, we
endow all virtual machines with the same weight. We run
all benchmarks in virtual machine A shown in Fig. 4, in the
meantime, we run a sixteen-threaded C program with infi-
nite loop on each other virtual machine individually to keep
all VCPUs not idle.

(2) Dynamic non-uniform mapping

We run two virtual machines, A and B . All VCPUs of
them are mapped to core 2, 3, 6, 7, targeting to fairly dis-
tribute PCPUs resource to all VCPUs. We design a multi-
threaded C program based pthread runtime library, which
run in two threads or four threads alternatively by a des-
ignated interval. Figure 5 is the thread dependence graph.
Here the nodes of graph represent the C program threads,
and the edges represent the precedence relationship among
them. Because in our experiment we expect the C program
keep run for an enough long time, so we set up the value of
N in graph as very large number. Figure 5 illustrates the run-
time characteristic of the C programs. Our benchmark runs
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in A, while the C program runs in B . We structure two cases
for simulating dynamic non-uniform mapping.

• A is configured with 25% weight, and B is configured
with 75% weight.

• A is configured with 12.5% weight, and B is configured
with 87.5% weight.

4.1.2 Workloads

Apache Apache [11] is an open-source HTTP server for
modern operating systems, providing HTTP services ac-
cording to the current HTTP standards. Apache consists of
multiple processes that include a control process and several
child processes launched by the control process. These child
processes are responsible for handling incoming requests.

TPC-H TPC-H [12] is a decision support benchmark con-
sisting of a suite of business oriented ad-hoc queries and
concurrent data modifications. TPC-H provides 22 queries
altogether.

PARSEC PARSEC [13] is a benchmark composed of mul-
tithreaded programs. The suite designed for next-generation
shared-memory programs chip multiprocessors focuses on
emerging workloads. PARSEC comprises twelve parallel
programs based on pthread library. PARSEC defines six in-
put sets for each benchmark. We use native that is a large
input set for native execution and select blackscholes,
bodytrack, ferret, and x264 in the suits for our ex-
periments.

SPLASH-2 SPLASH-2 [14] is a suite of parallel applica-
tions to facilitate the study of centralized and distributed
shared address-space multiprocessors. The SPLASH-2 suite
consists of a mixture of complete applications and computa-
tional kernels. It currently has 8 complete applications and
4 kernels, which represent a variety of computations in sci-
entific, engineering, and graphics computing.

4.2 Metrics

4.2.1 Instability

The application performance instability means that the ap-
plication shows different performance, such as throughput
or runtime, when being run for multiple times in identical
environment. Instability often comes from scheduling, lock-
ing, synchronization and cache thrashing. We define two
variables to describe the degree of instability:

ADIN =
1

n−1

∑n
i=1(ti − 1

n

∑n
i=1 ti )

2

1
n

∑n
i=1 ti

(3)

MMR = max(ti · · · tn)
min(ti . . . tn)

(4)

In (3), ADIN represents the average of the degree of insta-
bility and MMR in (4) is the ratio between the minimum and
the maximum of the value of performance metrics. MMR
represents the biggest degree of instability. ti and tn individ-
ually denote the value of performance metric for ith run and
nth run. n represents the number of run. The higher value of
ADIN or MMR represents the higher instability.

4.2.2 Scalability

The application scalability means the application’s perfor-
mance is proportional to the system’s power, such as CPU
frequency and memory size. Application developers exploit
the parallelism of the applications to improve speedup for
multi-core processors. Data-parallelization and pipeline are
two typical parallelism models. Data-parallelization usually
adopts fork-join model of parallel execution (e.g. OpenMP
[15] programs). When a thread encounters a specified par-
allel region, it creates a family including itself and zero or
more additional threads and becomes the master of new fam-
ily. Every thread in the family is statically or dynamically as-
signed a task that is implicitly generated. There is a barrier at
the end of the specified parallel region. Pipeline model typi-
cally divides a program into multiple stages, and every state
is a basic work unit of the pipeline and possesses multiple
threads.

Scalability usually is limited by an application’s rate of
sequential phrases and synchronization mechanisms. Larger
rate of sequential phrases mean less scalability. Synchro-
nization between threads may cause threads to wait each
other. These two limits both decrease applications speedup
in multi-core processors.

5 Experimental results and analysis

In Sect. 5.1 we will describe and analyze the experimental
results, and we will look for the relationship between ADIN
and DNU. In Sect. 5.2, we verify whether dynamic non-
uniform has the same impacts on behavior of applications
as the static. In Sect. 5.3, we discuss possible approaches
to minimize the impacts of non-uniform VCPU-PCPU map-
ping.

5.1 Static non-uniform VCPU-PCPU mapping

5.1.1 Instability

In order to understand the behavior of applications in terms
of instability under the non-uniform VCPU-PCPU mapping,
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we select web servers (Apache) and database servers (TPC-
H) for our experiments.

(1) Results

We first run Apache. We make use of ApacheBench to
send client requests to Apache server. ApacheBench is a fa-
cility for benchmarking the Apache HTTP server. We emu-
late workload consists of 10 concurrent requests with up to
total 100,000 requests. We run the workload for six times
for each deployment case.

Figure 6 shows the system throughput for Apache.
Apache performance under the uniform mapping (1∗4-0∗0,
1∗4-3∗4, 1∗4-7∗4) is stable, but it under the non-uniform
mapping (1∗4-3∗1, 1∗4-3∗2, 1∗4-3∗3, 1∗4-7∗1, 1∗4-7∗2,
1∗4-7∗3) is significantly unstable. In order to more accu-
rately describe the degree of instability, we calculate the
ADIN and the MMR in every case. Table 2 shows that, under
uniform mapping, all MMR is no more than 1.06/1 (in order
to facilitate comparing, we formalize denominator to 1), and
ADIN is no more than 1.17, but under non-uniform map-
ping the maximum of MMR is up to 1.9/1, and ADIN is
up to 82.47. Obviously, the uniform mapping has smaller
MMR and ADIN than non-uniform mapping. One exception
is that the ADIN of 1∗4-0∗0 is a little larger than the ones
of 1∗4-3∗3 and 1∗4-7∗3. This is because that in the high
throughput case of 1∗4-0∗0, the I/O virtualization model of
Xen can lead to I/O congestion, which causes instability. We

Fig. 6 Apache throughput

also calculate the DNU of every case. As expectedly, ADIN
is in accordance with DNU well. The relationship between
ADIN and DNU is linear.

Then we test TPC-H. We use DB2 data server (V9.7),
and the queries are executed via an interface using dynamic
SQL. The database is populated with a scale factor of 1. DB2
uses the parameter intra-query parallelization to improve
query performance and we set it as 4. We select Query 3 for
our experiment because the query time of Query 3 is suitable
for us to compare among different runs. Figure 7 shows the
runtimes for Query 3. We run the workload for five times
for each deployment case. The non-uniform mapping de-
ployments show significant instability across multiple runs.
Table 3 quantitatively displays the degree of instability of
TPC-H in every deployment case. Under uniform mapping,
the maximum of MMR is 1.04/1, and the one of ADIN is
0.0037, but under non-uniform mapping MMR ranges from
1.15/1 to 1.45/1, and ADIN ranges from 0.059 to 0.172.
Obviously, the degree of instability of the non-uniform map-
ping is larger than the uniform mapping. Likewise, for TPC-
H, on the whole, ADIN is proportional to DNU. A little de-
viation is due to inadequate statistics of the number of run-
ning.

(2) Analysis

The non-uniform VCPU-PCPU mapping results in per-
formance asymmetry of VCPUs in the virtual machine,
the structure of Apache itself and guest operating system
scheduling decision are two main factors to result in instabil-
ity. In Apache server, multiple child processes are launched
to deal with incoming web servicing requests. These pro-
cesses are allocated to VCPUs according to the scheduling
decision by the guest OS kernel scheduler. When workload
is light, some VCPUs are idle. Processes can randomly be
placed slow VCPUs or fast VCPUs. When they occur alter-
natively, instability occurs.

Like Apache, the instability of TPC-H is caused by work-
load imbalance. In TPC-H, DB2 server controls the schedul-
ing of query execution on the server processes and binds
them to various VCPUs. The VCPU running Query 3 can
sometime be mapped to fast VCPUs and sometimes to slow
VCPUs, resulting in the occurrence of instability.

Table 2 Degree of instability for Apache

Uniform mapping Non-uniform mapping

1∗4-0∗0 1∗4-3∗4 1∗4-7∗4 1∗4-3∗1 1∗4-7∗1 1∗4-3∗2 1∗4-7∗2 1∗4-3∗3 1∗4-7∗3

MMR 1.06/1 1.03/1 1.05/1 1.62/1 1.9/1 1.26/1 1.29/1 1.10/1 1.12/1

ADIN 1.17 0.18 0.13 57.53 82.47 13.41 10.45 0.97 1.03

DNU 0 0 0 0.32 0.53 0.30 0.45 0.17 0.24
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5.1.2 Scalability

We select PARSEC and SPLASH-2 for having knowledge
about performance scalability of applications under the non-
uniform VCPU-PCPU mapping.

(1) Results

We compile the PARSEC suit using the configure file
with OpenMP supporting. We select blackscholes,
bodytrack, ferret, and x264 for our experiments.
As shown in Fig. 8, ferret and x264 are both scalable
across different and deployments. However, blacksc-
holes and bodytrack show unpredictability. They have
1∗4-3∗2 runtime closer to the 1∗4-3∗4 runtime and 1∗4-7∗2
runtime closer to the 1∗4-7∗4 runtime though 1∗4-3∗2 and
1∗4-7∗2 have more computation power than 1∗4-3∗4 and
1∗4-7∗4, respectively.

Furthermore, we randomly select LU, Barnes, Ocean,
Raytrace from SPLASH-2 to evaluate their performance
scalability. In our experiments, we set parameter p, which
indicates the number of processors assigned for them, as 4.
When running, these applications each create p threads. Ev-
ery thread performs assigned tasks in parallel, and a bar-
rier synchronizes all threads in the end. As shown in Fig. 9,
SPLASH-2 shows good scalability across all deployments
cases.

Fig. 7 Runtime for Q3 query of TPC-H

(2) Analysis

To understand why blackscholes and bodytrack
have different behaviors from ferret and x264, we an-
alyze their source codes. We find that blackscholes
and bodytrack both employ data-parallel model imple-
mented by OpenMP and that ferret and x264 employ
pipeline model. In blackscholes and bodytrack, it-
erations are divided into chunks whose size can be speci-
fied, and these chunks are statically allocated among proces-
sors at the beginning of execution. Every VCPU gets equal
work. At the end of the parallel region threads allocated to
fast VCPUs must wait for those placed on slow VCPUs,
and the latter limits performance. This is the reason why
1∗4-3∗2 runtime closer to the 1∗4-3∗4 runtime and 1∗4-7∗2
runtime closer to the 1∗4-7∗4 runtime. Unlike blacksc-
holes and bodytrack, ferret and x264 employ a
pipeline with multiple threads. Every unit of the pipeline
has enough threads to occupy the whole cores, and it is
the responsibility of the scheduler to assign cores to threads
in a manner that maximizes the overall throughput of the
pipeline. This is why they show good performance scalabil-
ity.

From Fig. 9, we compare 1∗4-7∗3 with 1∗4-7∗4, and we
notice that application performance from a 1∗4-7∗3 to a 1∗4-
7∗4 has a significant drop. The main difference between
these two cases is that 1∗4-7∗3 has a fast VCPU, while all
VCPUs in 1∗4-7∗4 are slow. Because a parallel application
usually has both sequential and parallel phases, and the se-
quential phases may result in a scalability bottleneck, as a
result, one fast processing unit can increase speed up if the
sequential phases run on it. 1∗4-7∗3 caters to this require-
ment of applications, so the performance is much higher
than 1∗4-7∗4.

5.2 Dynamic non-uniform VCPU-PCPU mapping

In our experiment, In order to facilitate our comparing the
performance implications under dynamic non-uniform map-
ping with the static, we still select Apache as the work-
loads running in the virtual machine A (as described in
Sect. 4.1.1). Likewise, we emulate workload consists of 10
concurrent requests with up to total 100,000 requests.

We keep the C program uninterruptedly run in the vir-
tual machine B . We run Apache for six times sequentially

Table 3 Degree of instability for Q3 query of TPC-H

Uniform mapping Non-uniform mapping

1∗4-0∗0 1∗4-3∗4 1∗4-7∗4 1∗4-3∗1 1∗4-7∗1 1∗4-3∗2 1∗4-7∗2 1∗4-3∗3 1∗4-7∗3

MMR 1.02/1 1.04/1 1.04/1 1.15/1 1.45/1 1.39/1 1.25/1 1.34/1 1.21/1

ADIN 0.0001 0.0037 0.0032 0.0182 0.136 0.143 0.089 0.172 0.059

DNU 0 0 0 0.32 0.53 0.30 0.45 0.17 0.24
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Fig. 8 Runtime for PARSEC

Fig. 9 Runtime for SPLASH-2

at regular intervals controlled by a shell script. This interval
is consistent to the cycle of thread switching (i.e. switching
between four threads and two threads) of the C program.

We select four sequential cycles for our observation. The
results are shown in Figs. 10 and 11. When the C pro-
gram runs in four threads, Apache shows good stability, but
when the C program runs in two threads, the performance of
Apache becomes significantly instable. This result is corre-
sponding with our analysis in Sect. 3, that is to say, due to
the C program’s dynamic changeable thread executing pat-
tern, dynamic non-uniform mapping occur, and it has the
same performance impact as the static.

For the virtual machine A, when the C program runs in
two threads, by (2), it is easy to figure out that the case of
12.5% weight has larger DNU than the case of 25% weight
(0.30 for the former and 0.45 for the latter, respectively).
By comparing Figs. 10 and 11, one can perceives that the
degree of instability under the case of 12.5% weight is larger
than the one under the case of 25% weight. Furthermore,

Fig. 10 Apache throughput with 25% CPU weight

Fig. 11 Apache throughput with 12.5% CPU weight

we calculate the value of ADIN of them through (3). One
is 13.58 (for 25% weight) and another is 20.12 (for 12.5%
weight). This also demonstrates that ADIN is proportional
to DNU.

5.3 Discussion

From our experimental results, we conclude that non-
uniform VCPU-PCPU mapping can result in unpredictabil-
ity of the application performance. Typically, instability
arises in the throughput-oriented applications, while the
scalability of CPU-intensive multi-threaded applications is
sensible to the non-uniformity. The main reason that un-
predictability occurs is that guest OS or application run-
time system makes sub-optimal scheduling decision because
they are agnostic to the allocation of underlying processors.
Therefore, in the virtual machine system with multi-core
platform, in order to minimize or eliminate the impacts of
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non-uniformity, the VMM should take part in the schedul-
ing decision and the scheduler of guest OS or application
runtime system should be non-uniformity-aware.

A possible approach is that guest OS polls the virtual-
ization layer to determine how much processing time the
virtual machine is allocated on different PCPUs and in the
meantime passes these messages to application runtime sys-
tem periodically. The kernel scheduler of the guest OS or
the scheduler of application runtime system make correct
scheduling decision basing on these messages.

Another possible approach is that the VMM provides the
messages about percentage of allocation of PCPU to virtual
machines on its own initiative, in other words, the VMM
provides support for guest OS or application runtime sys-
tem to carry out correct scheduling policies. In addition, it
is also a possible efficient method to use heuristics schedul-
ing mechanism. However, these approaches may cause large
overhead to counteract the benefit they bring about. There-
fore, how to minimize the impacts of the non-uniformity is
an interesting topic. This is also our future work.

6 Summary and key insights

Now we summarize our study and provide some key in-
sights.

First, non-uniform VCPU-PCPU mapping can result in
the instability of the application performance (e.g. Apache
and TPC-H). Instability arises from scheduling decision,
which may come from guest OS kernel scheduler (e.g.
Apache) or from applications themselves (e.g. TPC-H). In
the environment of cloud computing, virtual machine de-
ployment is carried on mainly according to workload re-
quirement and the state of the physical resource usage. The
case of non-uniform VCPU-PCPU mapping is often omit-
ted, and concomitant performance instability will damage
QoS and lead to SLA’s violation, as a result, for those work-
loads sensible to performance asymmetry, the policies of
virtual machine deployment should strive to avoid the oc-
currence of non VCPU-PCPU mapping.

In addition, as described in Sect. 3.1, even though with
uniform configuration and deployment, non-uniform map-
ping can also occur because of the dynamic, variable run-
time feature of applications. So, the virtual machine with
applications requiring high QoS guarantee should avoid be-
ing placed on the same physical along with the virtual ma-
chine with workloads whose executing pattern is dynami-
cally variable.

Second, non-uniform VCPU-PCPU mapping limits the
scalability of application performance. Some applications,
such as blackscholes and bodytrack, show poor
scalability. It is because that in those applications threads
running on fast VCPUs have to wait for threads running on
the slow VCPUs. This gives enlightenment for virtual ma-

chine deployment. For example, when deploying a virtual
machine with the workloads sensible to non-uniformity, as-
suming the virtual machine need to be configured n VC-
PUs, from the perspective of whole system optimization, de-
ployment policies would rather make it share n PCPUs with
other machines than assign it m (m < n) PCPUs monopo-
lized by it and (n − m) CPUs shared with others, because
the latter case cannot bring expected speedup.

Third, in a virtual machine, it is important to map at least
one VCPU to fast PCPU, because this VCPU usually can
significantly improve application performance. When a vir-
tual machine configured with n CPU is deployed, allocating
the virtual machine n − 1 shared CPUs and 1 monopolized
CPU is a better choice than assigning it n shared CPUs.

Fourth, the dynamic non-uniform VCPU-PCPU mapping
has the same performance implications with the static, but it
is more difficult to control. To eliminate the impact of dy-
namic non-uniform mapping, one must extend function of
the guest OS. This is an open research area.

Fifth, the augment of the degree of non-uniformity will
aggravate the unpredictability of applications performance.

Overall, a virtual machine system administrator, when
deploying virtual machine should pay attention to the impact
of non-uniform VCPU-PCPU on application performance.
Moreover, it is also a problem that researchers should con-
sider.

7 Related works

Uhlig et al. [3] analyzed the impact of the non-uniform
VCPU-PCPU mapping on load balancing in the guest oper-
ating systems, but they did not concern with the affection of
application performance derived from the non-uniform map-
ping. Gupta et al. [16] presented a set of cooperating mecha-
nisms to affectively control CPU consumption across virtual
machines in Xen. However, the emphasis to which they paid
attention is to guarantee the correct allocation of CPU re-
source according to determined policy. Tikotekar et al. [17]
gave a study about the impacts of virtualization on HPC ap-
plications, and the study specifically focus on how differ-
ent virtual configurations impact the overall performance,
and also how the configurations impact the individual per-
formance metrics. Their study aims are different from ours.

Balakrishnan et al. [18] investigated the impact of per-
formance asymmetry on a wide range of commercial ap-
plications using a hardware prototype, but they focused on
the heterogeneous multi-core system rather than the virtu-
alization system. The performance asymmetry in heteroge-
neous multi-core is static, and yet the performance asym-
metry in virtualization system shows dynamically variable
property, difficult to control. In addition, they aim how to
avoid the impact of performance asymmetry through opti-
mizing scheduling algorithms of operating systems and de-
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sign methods of applications, and yet we aim to provide
some key insights into configuration and deployment of vir-
tual machines for the cloud provider.

Kazempour et al. [19] presented an asymmetry-aware
scheduler for hypervisors, implementing asymmetry sup-
port in VMM, nevertheless, they targeted at how to provide
asymmetric awareness support to guest OS under asymme-
try multi-core processor system.

8 Conclusions

Non-uniform VCPU-PCPU mapping derives both statically
from virtual machine configuration or deployment and dy-
namically from the executing pattern of workloads. We clas-
sify it as the static or the dynamic. Non-uniform VPU-PCPU
mapping causes the fact that the VCPUs in the same virtual
machine can obtain distinct percentage of processor alloca-
tion, and therefore results in unpredictability of the applica-
tion performance.

In order to understand the performance implications of
the non-uniformity, we have carried on a detail study of the
behavior of applications running on virtualization environ-
ment with non-uniform VCPU-PCPU mapping.

We fist display that some multi-threaded applications
(e.g. Apache and TPC-H) show significant instability in
virtualization environment with static non-uniform VCPU-
PCPU mapping. The performance instability of multi-
threaded applications is often the unawareness of the guest
operating systems or runtime systems to performance asym-
metry of VCPUs.

We also demonstrate that under static non-uniform map-
ping some multi-threaded applications (e.g. ferret and
x264) show good scalability but for other applications (e.g.
blackscholes and bodytrack), non-uniform VCPU-
PCPU mapping limit scalability. We also notice that one
fast VCPU can significantly improve the application perfor-
mance. This is concerned with application parallel models
and synchronization mechanisms.

We show that dynamic non-uniform VCP-PCPU map-
ping have the same performance implications as the static
and the degree of instability of applications performance has
linear relationship with the degree of non-uniformity.

Performance stability and scalability are important to
guarantee QoS and prevent SLA violation, so our research
is not trivial. We suggest that cloud providers consider the
implications of non-uniform VCPU-PCPU mapping when
they choose strategies of deploying and configuring virtual
machines. We also try to trigger research’s interest to solve
the problem of the non-VCPU-PCPU mapping.
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